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Abstract

We investigate the applicability of frequency-based compression algorithms to vital medical diagnostic signals. Fil-
ter banks and tree structures that are popular in the compression of high quality audio signals (MP3, AAC) have
considerable similarity to the multi-scale analysis (wavelets) used in modern medical diagnostic software. In some
sense, these wavelet representations are sub-optimal both in terms of compression and analysis because the filter
bandwidths are fixed even though the signals being inspected are highly non-stationary. In this paper, we investigate
the structure and implementation of the MP3 (MPEG-1 Layer-3) encoding standard and consider the construction of
an audio-inspired medical signal compression scheme. Application of such an algorithm to electrocardiogram (ECG)
and electroencephalogram (EEG) signals is studied, and the diagnostic reconstruction accuracy is evaluated using
open-source diagnostic software.
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1. Introduction

Analysis of medical diagnostic signals is a hot topic
of research both from a physiological and a purely
mathematical perspective. Due to the complexity of bi-
ological systems, exact models for source signal gener-
ation are extremely difficult to develop. Instead, clin-
icians focus their attention on waveform features that
indicate compromised vitals (i.e. biomarkers). When
biomarkers are physical pieces of evidence, such as the
existence of a protein or antibody, methods to physi-
cally extract or detect them are fundamentally possible
(however difficult they may be to develop). Examples of
these include allergen testing via visible skin reactions
[1], modern disease detectors using qPCR [2, 3].

However, the problem is significantly more challeng-
ing when the evidence is implicitly embedded in a sig-
nal. Often times, researchers use data science and signal
processing concepts to extract salient [4] (or recently,
non-salient [5]) biomarkers, but this result is not al-
ways the most optimal. The source of the trouble re-
mains that an appropriate model of the source-generator
is not known, so relevant waveform features cannot be
extracted efficiently. Instead, many groups have tried to
parametrize known inputs in order to develop a receiver-
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side model of the biological information, as to at least
discriminate between symbols [6].

Even still, adequate models of continuous signals is
still a big challenge in many measurement schemes,
particularly when the signal does not exhibit quasi-
periodicity (e.g. beats) such as in electroencephalogram
(EEG) signals. Recently, a popular trend is to apply
wavelet transforms to signal streams as to help identify
correlations between channels and detect salient fea-
tures [7]. However, there is considerable ambiguity in
the structure of such transforms, the relative frequency
content being searched, and optimality of such diag-
nosis [8]. As such, methods of discovering adequate
biomarkers plagues the field of medical science be-
cause, fundamentally, appropriate pass-band locations
are still not exactly known. The wavelet-based analysis
provides a good insight into the complexity of the prob-
lem (non-stationarity of signals, frequency-time resolu-
tion, multi-frequency multi-scale analysis) [9], but still
requires significant tuning to be considered clinically
robust. Examples of the tuning process include thresh-
old and window-size optimization, which may vary sig-
nificantly between sensors, patients, and environments.

In this paper, we consider the construction of a
dynamic filter bank to both develop an architecture
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for learning relevant frequency bands and compress
(parametrize) medical diagnostic signals. Our method-
ology is inspired from the encoding of high quality
audio signals, where the entropy is minimized with
an error bound by applying perceptual coding to the
output of a filter bank via a quantization mask. Our
initial goal is to develop an variable-frequency encoder
(i.e. signals are encoded on a frame-by-frame basis)
which allows for diagnostic (as opposed to perceptual)
quantization criteria. Although a full encoder-decoder
pair is required for practical storage and reconstruction
of such signals, in this paper we consider only the fun-
damental building block: the filter bank and diagnostic
constraints.

Outline:

Midterm — filter banks theory, single-channel pseudo-
QMF

Final — mutli-channel ECG/EEG encoding and testing

2. Analysis Subband Filter Bank in Audio Encod-
ings

One of the most popular tools for time-frequency
mapping is a filter bank, which divides the signal
spectrum into multiple frequency subbands. Both the
MPEG-1 audio codec (e.g. MP3) and Advanced Au-
dio Codec (AAC) use a time-frequency analysis block
to extract parameters from the time-domain input sig-
nal that are suitable for quantization and encoding based
on perceptual criteria. [10]. In this section we review
their implementations in order to understand how the
exploitation of perceptual criteria might be traded for
designations of diagnostically (ir)relevant information.
The idea here is that biological signals may be coded
more optimally if we knew what information was rel-
evant (e.g. subband energy, subband correlation, en-

tropy).

2.1. MP3

In the MPEG-1 audio encoder, the input audio stream
is passed through a filter bank that divides the audio
input into 32 uniformly spaced frequency subbands.
Typically, these are realized through band-pass filters.
Although the filters can be practically implemented
with any bandpass filter, the MP3 codec uses a cosine-
modulated lowpass prototype to select each frequency
band (Figure 1). In essence, one prototype baseband
lowpass filter is created and the signal is subsequently
modulated from the M center frequencies for the fil-
tering step. This effectively corresponds to a series of
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Figure 1: A modulated-cosine lowpass prototype implemented in
MATLARB is shown, along with its orthogonal variants (modulo mod-
ulated). A) A bandpass filter from 300Hz - 968Hz, B) Overlay of all
effective bandpass filters.

bandpass filters (Figure 2). The prototype impulse re-
sponse should contain 512 samples, with sidelobe sup-
pression better than 96-dB in the stop-band and the out-
put ripple is less than 0.07 dB [11].

One challenge in designing these filters is the over-
lap region between consecutive bands. Because all the
filters must be implemented as FIR systems (discrete
convolution), the frequency response within the ideal
stopband has a slope (Figure 3). This causes redun-
dant information to be stored in consecutive subbands,
which in turn produces aliasing during decimation and
amplitude noise during reconstruction at the encoder.
The incorrect frequency-amplitude information is cor-
rected in the proceeding analysis block (Modified DCT)
which divides each subband into several frequencies
and interfaces with the perceptual audio coder to decide
which frequencies to keep within each band [12]. Al-
though this seems like a potential source of errors or
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Figure 2: A series of band-pass filters was constructed in MATLAB.
This implementation has a pass-band response is near Odb (no gain)
while the stop-band response is roughly -60db.
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Figure 3: There is a considerable overlap region when constructing
bandpass filters directly, even using the modulated-cosine prototype.

redundancy, it has been shown that a 50% overlap ratio
is ideal and produces near-perfect reconstruction using
specially developed algorithms, such as the Overlap-
Add algorithm (OLA) [13, 14].

Following the modulation, each subband signal can
be maximally decimated by the filter bank modulus
factor (M) because the information is now stored as a
baseband signal. There are technical issues here which
increase the effect of aliasing such as the small, but
non-zero, stop-band frequency components, but these
are typically corrected for in the decoder. Ideally,
the decoder simply performs the inverse operation of
the encoder, effectively synthesizing or reconstructing
the waveform by upsampling, modulating, and adding
waveforms. The overall operation of the filter bank
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Figure 4: A uniform 32-band critically sampled analysis-synthesis fil-
ter bank. [10]

encoder-decoder can be understood as filtering, modula-
tion, decimation, upsampling, modulation, and addition
(Figure 4).

By effectively combining the steps, this process can
be implemented efficiently using fast algorithms using
a pseudo- quadrature mirror filter(QMF). The imple-
mentation is consider a pseudo-QMF because the sig-
nal there is near-perfect reconstruction (due to aliasing,
quantization, mirroring synthesis filters, etc)[15, 16].
The filter bank outputs can be derived as (see [10] for
derivation),
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where i is the subband index and ranges from 0 to
31, ¢ contains the analysis window coeflicients, x is the
audio input sample vector, and M € R3**%* holds the
analysis coefficients. Mj; is computed as,
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Noting that the index i indicates the subband number,
Equation 1 can be reformulated as a filter convolution
(Equation 3), which agrees with our initial formulation
of the filter bank (Figure 4).
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In this view, each /{(m) is has a modulated impulse
response. Thatis, fori =0:31landn =0:511,

h{ = cos

64 @

Qi+ D@n - 16)7r}

It is clear from this expression (Equation 4) that the re-



sponse of each subband is a modulated version of the
prototype response, with a cosine term to shift the low-
pass response to the appropriate frequency band. The
center frequencies of these filters are at odd multiples
of /(64 = F's), where F's is the audio sampling rate and
each has a bandwidth 7/(32 % F's). Following this step,
each subband output is further divided by 18 spectral
lines in the MDCT block to provide finer frequency res-
olution. One obvious question here is why the MDCT
isn’t used initially to provide high resolution, such as in
the implementation of the AAC codec.

2.2. The Psychoacoustic Model

Fundamentally, the efficiency of subband and percep-
tual coding depends on the match between the proper-
ties of the designed filter bank and the characteristics
of the input signal [17]. As such, a feature of the MP3
encoder is to code distant frames (typically greater than
three) using a separate set of filter coefficients. In ad-
dition to the frame based approach, MP3 employs the
MPEG-1 psychoacoustic model to disregard frequen-
cies which would be masked (inaudible) to the human
ear during playback.

This module produces a time-adaptive spectral pat-
tern that emulates the sensitivity of the human ear. The
MPEG audio coder compresses audio data by remov-
ing its perceptually irrelevant components. The mask-
ing characteristics of a given signal depend both on the
location of frequency components in time and their in-
tensity. Essentially, the encoder estimates a masking
threshold for each subband, below which particular fre-
quencies cannot be perceived by the average human lis-
tener. Calculation of the masking threshold involves the
critical band analysis of the signal.

Critical band analysis is a model developed by exper-
imentation and theory of human hearing. The human
cochlea, which responsible for transducing sound to the
basilar membrane and in turn to the sterovilli, can be
viewed as a log-spaced filter bank (Figure 5). The band-
width of each critical band (i.e. each filter), denoted as
BW.(f), has been derived empirically for the average
listener [18, 14] and can be approximated using the fol-
lowing expression.

f

BW.(f) =25+75|1 + 1'4(W) (5)

0.69
2]

In addition to measuring the energy content in each
one of these frequency subbands, the MPEG-1 psychoa-
coustic model calculates the proportion of tonal and
noise-like components, known as the tonality index of
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Figure 5: The human cochlea can be viewed as a log-spaced filter
bank. [10, 14]

the frame. In general, tonal components are more pre-
dictable than broadband signals (which are more noise-
like) and there exhibit different masking characteristics.
The unpredictability measure of each spectral compo-
nent is computed using the complex spectra of the time-
aligned and windowed audio data. To reduce abrupt
changes between frames, a Hanning window is applied
prior to the FFT computation. A measure of the unpre-
dictability is given by,
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Ri(f) = 2R;_1(f) — Rj-o(f),
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In short, the MPEG-1 Layer-3 algorithm achieves
compression by allowing quantization noise in sub-
bands where the human ear is the least sensitive. This
quantization is directly dependent on the bit allocation
algorithm; the two modules interact to minimize audi-
ble (perceived) noise. The design criteria in this module
that is of interest to the application of medical diagnos-
tic signals is the computation of the mask. Interestingly,
the psychoacoustic model II does not make a dichoto-
mous distinction between tonal and non-tonal compo-
nents. Instead, it transforms the spectral data into a so-
called partition domain and estimates the tonality index
in each partition [10]. This measure actually determines
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Figure 6: A signal is analyzed using [19]. A) The tonal (pink) and
non-tonal (green) maxima and masking thresholds calculated using a
spreading function. B) The resulting 32 subband minimum-masking
threshold for the current frame.

the amount of masking and critical band ranges.

In this work, the psychoacoustic model II implemen-
tation by Petitcolas was used [19] due to its convenience
and interoperability with the previously developed fil-
ter bank in MATLAB. Running this code, we are able
to generate the appropriate subband thresholding masks
which would be used by the quantizer (Figure 6).

In conclusion, the time-to-frequency mapping pro-
vided by the filter bank not only allows for a reduction
in signal redundancy, but also enables an estimate of the
perceptual noise at the encoder (i.e. so that a tighter
error bound may be achieved by modifying the quanti-
zation mask).

2.3. Midterm Conclusions

Thus far, we have studied in depth the implementa-
tion of filter banks and perceptual auditory models in

the high quality audio compression MP3 codec. Al-
though much of this information has been previously
reviewed and analyzed [10], we have specifically iden-
tified the components of the codec which are applicable
to the coding of medical diagnostic signals.

In particular, these codecs employ a filter bank which
effectively divides the frequency spectrum into several
subbands. In the case of MP3, this corresponds to 32
uniform subbands which are further divided by 18 spec-
tral lines in the MDCT block (not studied here). The
psychoacoustic model produces a mask which allows
for several frequencies to be subdued in amplitude, or
left out entirely, from the coding stage. The masking
threshold is determined using measures of the tonality
and predictability of the input signal, suggesting that
the quantizer minimize some measure of perceptual en-
tropy.

In light of this, we suggest that defining an analogous
tonal index, frequency-spreading, and masking relation-
ship will enable the compression of non-stationary med-
ical signals such as EEG. As opposed to minimizing the
perceptual audible entropy, one strategy may be to max-
imize interband correlations. That is, we should first
divide the signal into several fine frequency subbands
(such as in the AAC implementation) and measure their
energy content. Using this spectral energy histogram,
combinations of harmonic and non-harmonic bins could
be considered as a possible filter.

This is an improvement over the generic wavelet
structure provided by Daubechies wavelets [7]. Al-
though Daubechies wavelets are effective in identify-
ing harmonics and grouping together several frequency
bands to produce an effective multi-scale analysis, such
a transform is fundamentally non-data specific. As
such, there is no guarantee that particular outputs of a
Daubechy filter bank produce any useful information.
The interband combination strategy suggest here can
be made to follow a smooth function, but the funda-
mental concept is that both harmonic and non-harmonic
subbands should be considered. Its worth nothing that
considering all possible combinations results in a set of
non-orthogonal filters, although the basis used to gener-
ate them span the entire frequency band.

A popular feature of many EEG detection algorithms
[7] is to detect maxima of the resulting subband coded
signals. We note here the similarity to the operation
of finding spectral peaks in the MPEG-1 psychoacous-
tic model. Instead of using these to determine acoustic
masking thresholds, we can optimize the correlation of
peaks across many channels. In the detection of epilep-
tic seizures, for example, high frequency oscillations
(HFOs) are correlated across many channels. By clus-



tering phase-locked peaks, a high sensitivity, patient-
specific biomarker can be computed [8]. Typically, this
is done via optimizing the threshold and phase-margins
at various steps.

Instead, we are suggesting that the filters which are
producing these peaks be optimized to produce the
highest correlation ratio. In cases where a solution
is not able to be found (i.e. non epileptic patients),
high energy subbands can simply be returned without
further computation. Such a scheme both provides
compression to medical diagnostic signals as well as
aides the analysis process.

3. Compression of Medical Diagnostic Signals

In light of our previous discussion, we implemented
and measured the performance of a spectral compres-
sion scheme on real EEG data. In particular, we con-
sider patients suffering from sporadic seizures, and mea-
sure the performance of a machine learning tool at iden-
tifying seizure and non-seizure instances in time. Both
the machine learning tool and compression algorithms
were developed in MATLAB for this project. Inspira-
tion for the machine learning algorithm was provided
by [20].

3.1. Data and preprocessing

Data for 25 patients was acquired from the CHB-MIT
Scalp EEG database. Each patient’s scalp EEG was
monitored continuously at 256Hz across 23 channels,
in 1-hour increments, for roughly 46 hours. Each pa-
tient was known to have seizures and, as such, includes
both non-seizure and seizure data. In a preprocessing
step, we collect all 46 hours, but split the data into two
groups for testing and training, separately.

Each 23-channel signal stream was further divided
into 2-second windows upon which a filter bank was
provided. At the suggestion of [20] a 8-bin uniform
filter bank ranging from O to 25 Hz was applied (Fig-
ure 7). The 2-second frame width effectively provides
a 0.5Hz spectral resolution, so our filter bank is a fairly
good representation of the frequency content in the sig-
nal (3.125 Hz per bin, ideally).

3.2. Machine Learning Diagnostic

Based on previous work [20], the spectral content
of each frame was used as a feature representing each
2-second window. Using annotations provided by the
dataset, a kernalized support-vector machine (SVM)
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Figure 7: A uniform filter bank from 0-25Hz with some overlap. The
overlap could be reduced with more computation time (i.e. a sharper
filter).

was trained to discriminate seizure instances from non-
seizure instances. Specifically, we concatenated three
2-second spectral frames (as opposed to computing the
PSD of one 6-second frame), and used these as fea-
ture vectors representing each 2-second window. This
captures both the transitioning features over 6-seconds
and has been shown to be more robust than considering
only individual pulses. The classifier system was imple-
mented using LibSVM 3.20.

3.3. EEG Compression Schemes

In short, passing each 23-channel EEG signal through
the 8-filter filterbank produces an 8x23 matrix repre-
senting the PSD in each channel. For a requested com-
pression level, the lowest z coefficients are set to 0. Al-
though not implemented or studied here, this reduces
the number of bits required to be coded at the en-
coder (i.e. all zeros requires only 1 bit to store). We
do not compare storage and entropy encoding schemes
here, rather we compare the performance of the medi-
cal diagnostic tool at different compression levels, mea-
sured by the accuracy of seizure detections and num-
ber of spectral coefficeints retained. We considered
two compression schemes. The first scheme, termed
Naive Coefficient Knockout performs a simple reduction
in the number of stored spectral coefficients. The sec-
ond scheme, termed Chaos Correlation Knockout uses
a diagnostic insight generate a quantization mask for
the multi-channel spectrum. It should be noted here,
the spectral coefficients are not directly used for signal
reconstruction— the reconstruction estimate is produced
by projection to the kernel space inside the SVM block.



3.3.1. Naive Coefficient Knockout

In short, the lowest z spectral coefficients of the multi-
channel spectrum were eliminated by setting them to
zero. The number z is set by the requested compression
percentage. In this work, a compression of 1% corre-
sponds roughly to 1 or 2 coefficents being knocked out,
out of 184. We do not test at high distortion rates, be-
cause we do not want to sacrifice the robustness of our
diagnostic. The idea here is to understand how much
compression could be achieved while still maintaining
a high accuracy.

Algorithm 1 Naive Coefficient Knockout

1: function NCK(spectrum,cmpr)

2: let spectrum be the 8 x 23 multi-channel spec-
trum associated with a given 2-second EEG win-
dow.

let cmpr be the % compression requested.

z « floor(numel(tmppectrum) X cmpr)

minX, minY « argsort(spectrum(:))

minX «— minX(1 : 7)

minY «— minY(1 : 2)

finalspectrum « spectrum

finalspectrum(mininds,, minlndx,) < 0
end function
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3.3.2. Chaos Correlation Knockout

We developed a new compression scheme, termed
Chaos Correlation Knockout, which provides a quan-
tization mask to the multi-channel spectrum based on
the filter-coeflicient cross-correlation [8]. In essence,
the filter coeflicient value is treated as a random vec-
tor and its covariance matrix is computed. Because the
filter-coefficient random-vector contains samples from
all 23 channels, the covariance matrix provides a robust
measure of the correlation between channels.

In particular, we use the diagonal elements of the co-
variance matrix (auto-covariance of each random vari-
able) to measure how correlated particular frequencies
are. We then generate a mask which weights the fre-
quencies in proportion to how correlated they are (cross-
correlation) with the maximally correlated frequency
band (max autocorrelation). To see how this can be im-
plemented efficiently, refer to Algorithm 2.

After applying this quantization mask, Naive Coeffi-
cient Knockout is employed to remove the lowest z co-
efficients corresponding to the requested compression
level. Such a spectral feature is postulated to accentu-
ate highly correlated frequencies amongst both channels
(auto-correlation entries on the digonal) and frequency
bins (cross-correlation entries off the diagonal).

Algorithm 2 Chaos Correlation Knockout

1: function CCK(spectrum,cmpr)

2: let spectrum be the 8 x 23 multi-channel spec-
trum associated with a given 2-second EEG win-
dow.

let cmpr be the % compression requested.

covspectrum < cov(spectrum™)

maxInd «— argmax(diag(covspectrum)

mask « covspectrum(:, maxInd)

mask «— mask/max(mask)

mask «— mask ® 1g,23

QOspectrum <« mask. * spectrum

finalspectrum «— NCK(Qspectrum, cmpr)
end function
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4. Testing

Finally, we tested our system on varying levels of
compression. In essence, we compressed each spec-
trum, constructed 6-second epochs, and trained an SVM
to discriminate using identicle training parameters. The
accuracy of seizure detection was compared to evaluate
the effect of compression. As previously mentioned, the
spectral coefficients are not used to directly reconstruct
the a time-domain EEG waveform. Rather, the com-
pressed spectrum is used train a SVM classifier. The
ability to still discriminate effectively between seizure-
like and non-seizure like samples provides a strong in-
dication of how well the compression scheme can work
in a clinical environment where dignostic accuracy is
extremely important. Due to the time constraints of this
project, only 5 patients were able to be tested thoroughly
(~24 hours training data, ~12 hours testing data). The
results, depicted in Figure 8 are averaged over these five
patients. As is depicted, the CCK scheme actually in-
creases the prediction accuracy at low compression lev-
els, although this claim must still be rigorously tested
and verified to make a definitive conclusion.

5. Conclusion

In summary, we applied the compression scheme in-
spired by high quality audio coding to medical diagnos-
tic signals. We employed a basic compression scheme
(naive coefficient knockout) and developed our own
scheme (chaos correlation knockout) using inspiration
from the recently developed chaos theory of EEG sig-
nals. Although initial results look promising, additional
testing is required to confirm the validity of the correla-
tion measure.
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