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ABSTRACT

We present a new data-driven technique for non-invasive electronic imaging of cardiovascular tissues using
routinely-measured body-surface electrocardiogram (ECG) signals. While traditional ECG imaging and 3D
reconstruction algorithms typically rely on a combination of linear Fourier theory, geometric and parametric
modeling, and invasive measurements via catheters, we show in this work that it is possible to learn the com-
plicated inverse map, from body-surface potentials to epicardial or endocardial potentials, by exploiting the
powerful approximation properties of neural networks. The key contribution here is a formulation of the inverse
problem that allows historical data to be leveraged as ground-truth for training the inverse operator. We provide
some initial experiments, and outline a path for extending this technique for real-time diagnostic applications.

Keywords: electrocardiographic imaging, inverse electromagnetic scattering, deep neural networks

1. INTRODUCTION

Although structural and/or functional abnormality of the cardiac electrovascular system is the most common
cause of world mortality,! an affordable and inexpensive imaging modality for cardiac electrophysiology and
arrhythmias does not yet exist in clinical practice. Instead, clinicians often rely on analysis of traditional
electrocardiography signals (e.g. 12-lead ECG) to identify or diagnose abnormalities in the cardiac electrical
system, and expensive CT, MRI, or invasive mapping techniques for quantifying and interrogating them. From a
practical point of view, a non-invasive technique for compiling, correlating, and annotating externally-observable
cardiac information is desirable, since it may enable clinicians to more quickly identify and localize the source
of cardiac abnormalities prior to surgery, especially in facilities with limited characterization equipment.?

In this vein, the goal of electrocardiographic imaging (ECGI) is to create diagnostically relevant images of the
electrophysiological processes in the heart from the electric signals measured on the body surface.> These images
are useful in a number of medical applications, including mapping the mechanical and structural properties of the
heart, identifying damaged or abnormal cardiovascular tissue, and monitoring or understanding the dynamics of
heart function in various pathologies.* Currently available solution methods for this problem typically combine
three types of information: (1) multiple simultaneous electrical measurements (typically anywhere from 6 to
over 200), (2) a model of the electrical properties of the volume conductor between heart and torso (usually
obtained via anatomical imaging such as CT or MRI and mild assumptions about electrical conductivity), and
(3) a mathematical characterization of the electrical sources (as surface potential distributions surrounding the
myocardium or distributed throughout the myocardial wall), or simplified models such as rotating charge or
current dipoles with known waveforms but unknown time constants (e.g. activation or recovery time).’

While the electrical characterization of human tissue has been studied in some detail, and practitioners have
a good idea of the expected material parameters to initialize the reconstructed geometry, utilizing these measure-
ments has historically been both a numerical and algorithmic challenge. Practitioners are typically interested
in anatomically-relevant models, but faithfully simulating such large and intricate 3D dielectric structures can
quickly grow to be computationally intractable. Instead, practitioners have re-formulated various aspects of the
problem to decrease this complexity, such as via boundary-element methods (as opposed to volume-elements),
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structured-matrix representations, and fast eigenvalue solvers. Still, these approaches have practical limitations.
For example, currently available modeling and reconstruction algorithms typically require time-consuming man-
ual correlation, adjustment, and tuning by a domain expert, and are not suitable for time-critical applications
such as surgery or on-site prognosis. Overwhelmingly, the reason for this is because the mathematical problem of
recovering interior electronic potentials from surface measurements is inherently ill-posed, and “quasi”-solutions
to this problem require a careful mathematical formulation that may be fragile to the integrity of pre-requisite
input information (e.g. geometry, conductivity, and source distribution estimates).’

To address such concerns, in this paper we take a non-traditional approach to electrocardiographic imaging.
We start with modeling the forward electromagnetic problem using some simplifying assumptions, and use this
to derive an inversion or reconstruction algorithm. However, we quickly deviate from this linear formulation
by allowing many of the constitutive parameters of the physical model to be “free”, and tuned automatically
using historical data from torso tank and invasive procedures, such as prior to or during ablation procedures.
We further expand on this formulation by naturally introducing non-linear elements and computation structures
that resemble the architectures of modern polynomial neural networks, which are used to increase the accuracy
of the input-output map from body-surface potentials to epicardial potentials in a given patient. In particular,
we emphasize that the structure of the resulting network is deliberate, and the resulting non-linear formulation
was designed in-principle to overcome the simplifications used in the forward modeling stage. In the set of initial
experiments presented in this paper, we demonstrate that neural networks are able to accurately estimate the
voltage profile of the endocardium from body-surface measurements to within 312V, or roughly 12.5% of the
expected value, at any given time instant. This validates our hypothesis and suggests the feasibility of future
modeling and optimization experiments that can extend such a scheme to cross-patient diagnostic applications.

The rest of the paper is organized as follows. In Section 2.1 we model the forward problem of electromagnetic
simulation of the heart, and use this to motivate the quantities to be estimated in the inverse problem, discussed
in Section 2.2. In particular, we use this intuition to develop a regularized neural-network-based reconstruction
algorithm capable of leveraging historical data, and provide some initial results for our method on a free publicly-
available dataset. Finally in Section 3 we discuss our findings, and indicate a path for both stabilizing the
presented algorithms numerically and extending them for use in cross-patient clinical diagnostic applications.

2. METHODS

In this section, we outline a model of the forward electromagnetic problem and use this to derive a formulation
of the inverse problem that can leverage historical data. In particular, our approach is aligned with classical
Fourier imaging theory, but extends this approach using non-linear networks and gradient-based optimization.

2.1 Modeling of the Forward Problem
We begin with the time-dependent Maxwell’s Equations:

V.-B=0 (1)

dD
H-—= 2
V x I J (2)
V-D = p, (3)

dB
E+4+— = 4
VX E+—-=0 (4)

Typically, at this point, an assumption of a dielectric model is introduced, which simplifies Maxwell’s equations
to a system of two variables. The most basic model (e.g. for linear isotropic media) is that the electric field is a
linear function of the electric flux density (i.e. D = €FE), with a similar but converse relationship governing the
magnetic field (i.e. B = pH). While this considerably simplifies the formulation and derivation of the Helmholtz
wave equation, we do not make this substitution immediately so that complications from non-linearities are clear.
Using instead the substitutions D = f(e, E) and B = g(u, H), taking the curl of Equation 2 and Equation 4,
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and assuming solutions with time harmonic time dependence e/** from which we can build an arbitrary solution
by Fourier superposition, yields the coupled relations:

0=V2H -V(V-H)+ (V xJ)+ (ju)(V x f(e, E)) (5)
0=V?E - V(V- E)+ (—jw)(V x §(u, H)) (6)
That is, the Helmholtz wave equation does not follow naturally from Maxwell’s equations in the most general
case of non-linear inhomogenous anisotropic media (i.e. the most general case). However, in a number of cases

this system of equations can simplify. For example, in linear inhomogeneous media, we can reduce Eq. 5 and 6
using the divergence relations (Eq. 1 and 3) to the vector wave equation:

2
. -1 -
V2E + %E = ~Vpu + jwp] (7)
VB Y B u(v X 8
+ 9B = (¥ X J) )

This system further simplifies when the directional components of the electric and magnetic field are assumed to
be uncoupled; that is, the off-diagonal entries of the local constitutive parameter tensors (e and u) are assumed
to be 0. Further, when there are no static or flowing charges in the domain, the electric and magnetic fields
themselves are uncoupled, and this system reduces exactly to the Helmholtz equation:

VZA+E?A=0 (9)

using the substitution £ = ¢, and noting that the equation is identical for A = FE and A = B. The Helmholtz
equation has analytic solutions, commonly formulated using spherical Bessel functions, and is the basis of classical
Fourier imaging theory. For reference the work of Nenonen et al. provides some practical bio-domain models of
the torso,” while the work of Macovski provides a good overview of the physics-based formulation.®

In particular, to model the imaging problem, classical formulations adopt a modified version of the Helmholtz
equation, known as the “inhomogeneous” Helmholtz equation, which lumps the terms on the right-hand side of
Eq. 7 and 8 into a single forcing function f(x) of compact support (Eq. 10).

V2A(z) + k*A(z) = f(x) (10)

In order to solve this equation uniquely, a boundary condition must be specified; a typical choice for this is the
Sommerfeld radiation condition, which indicates that the scattered wavefield amplitude should approach zero at
infinity, a point typically outside the domain of interest. With this condition, the solution to the inhomogeneous
Helmholtz equation, A(z), is given by the convolution:

Alw) = G *1)la) = | Glo =) Fw)y (1)
Q

where the forcing term f(x) has compact support (i.e. an initial excitation), and G(x) is the Green’s function

of the media. The Green’s function can be found by solving the inhomogeneous Helmholtz equation for a Dirac

delta input (f(x) = —d(x)), and is known to be dependent on the dimension of the input space. For example, in

3-dimensional problems involving a single medium, the Green’s function is of the form:
edklzl

_ 12

47 || (12)

which can be understood as a spherically symmetric wave. In short, the Green’s kernel, summarizes the effect of
a linear directionally-uncoupled medium on an incident wavefield pattern, and can be used to model the forward
and reverse propagation of electromagnetic waves in a homogeneous medium, such as the human torso.
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2.2 Modeling of the Inverse Problem

In many cases, the Green’s function formulation of the solution to the previously described Helmholtz equation
affords a simple algebraic structure, which can be expressed with the relation:

Gx=1b (13)

where in this case G is the Green’s kernel constructed from Eq. 12 by incorporating the torso and cardiac
electrode geometry, b is the measured wavefield data on the torso, and x is the unknown source-wavefield or
cardiac potentials to be predicted. As such, the least-squares solution can be written down as:

i~ (GHG)~G (14)

although in practice there are many numerical and computational issues with computing this quantity directly.
For example, in general G is an infinite-dimensional operator, so computing and inverting GG can be both
costly and numerically unstable. While in practice a simplification is typically made to instead compute the
estimate & using the adjoint-operator, we do not emphasize this here. Instead, we assume the existence of some
pseudo-inverse operator G, and allow these parameters to be free variables which we solve for in the “training”
phase of our algorithm. For example, this can be done by introducing a new term L, as:

&~ LGHD (15)

In the imaging literature, this reconstruction algorithm is known as filtered back-projection, and is a popular
tool because it affords a simple and fast solution to the inverse problem. However, there are many issues that
must be addressed in order to apply this algorithm to electrocardiographic imaging. Most pressing of these issues
is that, at modest sampling frequencies (< 10kHz) and dielectrics €, < 100, the Green’s kernel G is nearly a
uniform matrix with extremely low spatial bandwidth. In effect, the direct application of G¥ diffuses measured
wavefield data, producing very poor spatial resolution in the reconstruction. In fact, this has historically been the
limiting factor in applying Fourier imaging theory to relatively low-frequency measurements, such as ECG, with
theoretical results requiring operating frequencies orders of magnitude higher than what is typically measured.

In this paper we argue that, through the systematic introduction of multiple algebraic terms, we can turn the
reconstruction and estimation task into a non-linear problem that can overcome some of the limitations posed
by linear Fourier theory. That is, if we view filtered back-projection or any variant reconstruction algorithm
as a non-linear neural network that can be optimized, it may be possible to accurately reconstruct interior
electronic potentials solely from non-invasive body-surface potentials, providing an algorithmic solution to the
classic inverse problem of electrocardiographic imaging that is compatible with current hardware systems.

To see this, we first note that Eq. 15 resembles a 2-layer fully-connected neural network, albeit without a
non-linear activation. Still, if we consider a given entry of Z, we see that:

Be=3_ Y (Lrj-Gji)-bi (16)
Jj i

where x € C", b € C™, L € C™™, and G € C™™ in the general case, although real-valued versions are possible.
In this formulation, we see that allowing the parameters in G to be free results in a multi-variable non-linear
problem, which could admit solutions that result in highly accurate predictions of the epicardial potential from
body-surface measurements, beyond the capability of what would be possible using only a single free variable.

Moreover, we expand on this formulation by naturally introducing additional non-linearities in the network,
in a fashion similar to the construction of modern deep neural networks and polynomial networks. For example,
in our experiments, we found the following network structure outperforms the simple 2-layer structure on the
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sample dataset used (discussed in Section 3):

ag=>b (17)
a1 =G - aq (18)
as=1L-ay (19)
az =as+c (20)
T=ay :wo—i—wlag—i—wg—l—a%—l—wgag (21)

where the newly introduced variables are ¢, wq, w1, we, w3 € R™, and the for the k-th entry of £ we may write:

m

3 n
=) wpk (( DD (L Gia) i) + Ck) (22)
p=1 Jj o

That is, Equations 17-21 define the network structure, and Equation 22 defines the computation required for
reconstruction or prediction of the potential at a spatial point corresponding to the k-th electrode.

While in theory, this network could be used for estimation of dense 3D potential profiles, in practice we are
limited to comparing the accuracy of the estimation at known electrode locations. Accordingly, to train our
algorithm we compare the network output & with the ground-truth electrode value, denoted as x, using a simple
2-norm metric that we include in our objective function as:

@ =min ||z — Z||2 (23)

where w denotes the collection of trainable variables and weights used to compute the network output, including
L, G, ¢, and polynomial weights w,,.

In this initial study, we did not investigate special routines for training these network structures, and instead
relied on gradient-based methods such as gradient descent with line-search. However, we note that we did
initialize these algorithms with intelligent choices for G, L, and c. Still, a common concern with such non-linear
formulations is the numerical stability of the estimation, i.e. how sensitive the inversion is to the input values.
To address this, in the objective function we included a Sobolev term, which measures the magnitude of the
gradient of the input-output map.? ' That is, we modified the original objective function to:

@ =min |z = f(w,b)lls+ - VoS (w,b)]]2 (24)

where & = f(w, b) represents the inverse map from torso potentials to cardiac potentials (i.e. the inverse operator),
and A is left to the practitioner to adjust during the training phase. We note here that this is similar to but
distinct from Total Variation (TV) regularization schemes, which are used to define unique solution by adding
constraints on the sparsity or norm of the solution.!! That is, in our formulation the Sobolev term guarantees
stability of the inverse operator with respect to the input torso data, and was empirically found to be crucial to
the training of the presented algorithm. These reconstruction results are discussed in the following section.

3. RESULTS

The proposed inversion method presented so far is predicated on having high quality training data measured in
realistic environments and with accurate instrumentation. This requirement ensures that the inversion model
learned by the network is representative of the physical relationship between body surface potentials and endo-
cardial potentials. Accurate and precise instrumentation measurements of voltage potentials, however, require
significant resources to produce. For this analysis, the data was acquired from an open source repository provided
by the Consortium for Electro-Cardiographical Imaging (CEI) collected by professional medical researchers that
study the biophysics of the heart. As a result, the experimental data was constrained in scope to the original
study, however, the data source is available to the research community and could serve as a useful benchmark
to compare against other methods available in the literature today.

In this section, the experimental setup and data collection methodologies are first briefly described. The de-
scription is followed by a presentation of the inversion results and discussion on the advantages and disadvantages
of the proposed algorithm. Data visualizations and figures of merit are included here as well.
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3.1 Experimental Setup

The open source data set was collected and curated by the Hospital General Universitario Gregorio Maran in
Madrid, Spain as well as the Universitat Politcnica de Valncia Valencia, Spain.'? The data-set was comprised
primarily of two sets of electrical measurements of an atrial fibrillation patient undergoing medical care. The
first set was composed of voltage potential measurements taken from the surface of the patient, and the second
set had epicardial voltage potential measurements taken internally on the patient’s atria. For the body surface
potential measurements, 54 electrodes were placed at multiple spatial positions on the surface of the patients
torso. The epicardial measurements were made using 62 electrodes that probed the atria of the heart through a
precision catheter system. All of the voltage potential signals were measured simultaneously at a sampling rate
of 2.03 kHz for a total duration of 7 seconds in length.

The objective of the study was to reconstruct epicardial potentials from only body surface potentials, as
to aid in non-invasive ECGI medical diagnostics. Ideally, a larger spatial area would be measured for multiple
patients for training, however, the experimentation was constrained to a small number of patients and sensors.
Nonetheless the limited data collected with precise instrumentation still provides accurate electrical and spatial
measurements that is critical to the data-driven approach proposed here.

3.2 Reconstruction Results

As discussed in Section 2, the objective of the proposed algorithm is to reconstruct the epicardial voltage
potentials from only body surface potential measurements. In this effort, the model employed incorporates
the body surface potential measurements as the input and epicardial voltages as the output. Given that both
these measurements were recorded for the given data set, sufficient information was available to train a model
to estimate this inverse function. However, because the spatial positioning of the measurements were fixed,
the reconstruction results are limited to only the epicardial positions where the catheter probes were placed.
With a larger data set acquired from multiple patients it may be possible to directly parameterize the model to
incorporate different geometries, and even densely reconstruct 3D tissue profiles.

Ground Truth Endocardial Potentials at Start Time Reconstructed Endocardial Potentials at Start Time
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Figure 1: Spatial Reconstruction of Epicardial Potentials

In particular, for training the neural network only the measured data from one patient was considered.
Concurrently, it was desirable to determine how the model would perform for data not specifically used to train
the model. To achieve this with the limited data source, the body surface and epicardial measurements were
separated into two disjoint sets. From the original data signals, time samples were randomly chosen to serve as
the training data. After the training data was used to optimize the network, the remaining data was used to test
the reconstruction accuracy. Because the time samples were chosen at random sample instances, this ensures
time invariance for the learned inverse model.
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The reconstructed potentials were mapped to the spatial position of the catheters measurements from the
geometry provided in the dataset. This was visualized over a surface mesh with the full atria and heart’s geometry
to provide context and intuition on where the voltage potentials are concentrated. This visualization for a single
instance in time can be seen in Fig. 1, where Fig. 1la and Fig. 1b respectively show the ground truth spatial
distribution known from the experimental data and the reconstruction results produced by the inversion model.
As can be seen, there is a strong correspondence between the reconstruction and ground truth results, which
could aid clinicians in understanding epicardial potentials without having to perform invasive procedures.

The average reconstruction error for each sensor was also averaged across the entire time series, as can be seen
in Fig. 2. Here the average error does not exceed 0.7mV over the various sensor positions, indicating that the
reconstruction model does not suffer from any spatial bias. Therefore at any point in time, given body surface
potential measurements, this model could be used to accurately reconstruct epicardial voltage potentials of the
heart to within a prescribed tolerance.

Average Reconstruction Error vs. Catheter Sensor Average Signal Levels
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Figure 2: Average Reconstruction Error (a) and Average Signal Levels (b) vs Catheter Number

The performance of the reconstruction model was evaluated using several test statistics. The mean error,
percentage error, and standard deviation of the estimator are displayed in Table 1. The average error over the
entire test data set was found to be 0.312mV, which yielded a 12.59% relative error compared to the measured
data. These results indicate that a high degree of confidence may be placed in the reconstruction of the epicardial
potential distribution. As seen in Table 1, the training results are in line with the reconstruction results, indicating
that the model is fairly robust to new test data and that it has not been over fitted to the training data, which
is an important quality for any neural network approach.

| Mean Error [mV] | % Error | ¢ [mV]
Reconstruction Results 0.312 12.59% 0.321

Training Results 0.310 12.07% 0.321

Table 1: Reconstruction Performance

Although the average error and percentage error are relatively low, some intuition into how the model re-
constructs the signal can be seen in time plots of the epicardial potentials. Specifically the epicardial signal
for Cahteter No. 8 can be seen in Fig. 3. For this signal plotted over all time, the reconstructed signal closely
follows the general trend of the ground truth signal. However, when transient behavior is examined over a short
period of time as shown in Fig. 3b, we see that the reconstruction signal does not closely track more subtle
temporal features. Because there is no explicit time dependency in the model, it is limited in closely replicating
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Endocardial Potentials of Catheter No. 8 vs Time

Endocardial Potentials of Catheter No. 8 vs Time
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Figure 3: Time Reconstruction of Epicardial Potential Signals

time-frequency behavior of epicardial signals. That is, although the spatial distribution of the epicardial po-
tentials reconstructed with the model are fairly accurate on average, in our initial study small-signal temporal
characteristics were not always faithfully recreated. For comparison, Fig. 4 below depicts the high-accuracy
reconstruction results of several other catheter potentials, which agree with this analysis.
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Figure 4: Time Reconstruction of Multiple Catheter Measurements
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4. CONCLUSIONS

In summary, we have demonstrated the feasibility of a new data-driven approach for the non-invasive reconstruc-
tion and electronic imaging of human tissues. In particular, we have shown that it is possible to reconstruct
interior epicardial potentials from body-surface ECG potentials to a high relative accuracy (~88%) when the
geometry is fixed or known. We believe our results show promise in the use of non-linear formulations of the
inverse problem that can practically overcome some of the limitations posed by the linear Fourier theory, even
when trained or optimized using simple gradient-based methods. One interesting feature of our approach is that
the structure and functional form of the presented approximation networks are modeled and initialized based
on the linear theory, which we believe aids in the ability for the simple gradient-based optimization methods to
find desirable local minima. In future work, we plan to expand our study to incorporate frequency-dependent
filters, cross-patient torso and cardiac geometries, and multi-modal imaging data such as MRI or CT into a sin-
gle inversion model. In parallel, we continue to investigate universally convergent algorithms for finding robust
solutions to polynomial systems of equations.
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